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Abstract

Investigatingthe behaior of computerand network systemsoften involves collectingand analyzing
tracesof useractvity. Becausdracesareexpensve to storeandcollect,andbecausét is desirablego repli-
cateexperimentalresults,it is commonto publishtracedatafor useby otherresearchersTo maintainthe
privacy of userstracesareusuallyanorymizedbeforepublication.We discusrior methodgor anorymiz-
ing suchtraces,including weaknesseand dravbacksin thosemethods. We then presenta nev method

that can anorymize stringssuchas URLSs while preservinga maximumamountof information usefulto
researchers.



1 Intr oduction

In an experimental eld suchas computersystemsscience,it is commonto study real-world behaior
as a meansof gaininginsight. Onetime-honoredmethodologyis the collection of tracedata, either as
a snapshobr over a period of time, for later replay or analysis. Suchstudieshave analyzedle system
behaior [9, 10, 14, 17, 19, 23, 22, 28, 35, 36, 43, 45, 46, 47, 50, 51], network performance6, 15, 25,
32, 38, 41, 39, 49, 57], andWWW behaior [1, 2, 3, 7, 8, 11, 12, 13, 16, 29, 33, 55]. Thesetraceshave
hada signi cant effect on systemdesign,resultingdirectly in improved le-system designg 44], network
performancemodels[12, 25], andWebcachingmethodd8, 24, 55|

Many researchersave choserto make theirtracesavailableto othersbecause¢hecollectionof tracedata
is dif cult, time-consumingandresource-gensve. Suchtracesharingallows follow-on studiesaswell
asenablingindependenveri cation of a studys conclusions.However, sharingtracedataalsointroduces
signi cant privagy problemsasdescribedy Blaze[9]:

As in ary researctwheredataare collectedaboutthe behaior of humansubjectsthe privagy
of theindividuals obsered is a concern. Although the contentsof les arenotloggedby the
toolkit, it is still possibleto learnsomethingaboutindividual usersfrom examiningwhat les
they readandwrite. At a minimum, the usersof a monitoredsystemshouldbe informed of
the natureof the traceandthe usesto which it will be put. In somecasesit may be necessary
to disablethe nametranslationfrom nfstrace  whenthe dataare beingprovided to others.
Commercialsiteswhere lenames might reveal somethingaboutproprietaryprojectscan be
particularlysensitve to suchconcerns.

Becauseof the privagy issues,mary researchertiave chosento keeptheir trace dataprivate rather
thanrisk violating the rights of the tracedusersor exposing valuablecompetitve information. Others,
especiallybeforethe expansionof the Internet, have chosento publishthe dataarnyway, assumingthat
seriousresearcherwill respectheirusersor will simply notbeinterestedn analyzingindividual behaior
on anidenti able personalevel. Still othershave attemptedo nd a compromiseby anorymizing their
tracedatato hide sensitve informationwhile still makingthe scienti ¢ dataavailableto theworld.

In this paper we presentwo methodsfor anorymizing Web and lesystem tracesthat avoid privacy
risks while still preservingnearlyall of the informationneededy systemgesearchersOur methodsare
ef cient andsecureyetalsoprovide researchergith maximuminformationfrom thetracedsystem.

2 RelatedWork

Until recently little hasbeenpublishedspeci cally on the subjectof traceanorymization. Rathey most
discussiongarelimited to afew passingsentencexr areincidentalasidedo the primarythrustof the paper
Nonethelesst is usefulto studywhat previous researcherbBave doneto balancetraceusefulnessvith the
needfor privagy.

File systemtracing, like CPU tracing, hasa very long history The resultsof the earliest le system
tracing projects[36] were available only on tape,if at all. This approacHhimited the distribution of the
traces.ensuringprivagy by obscurity With the adwent of the Internet,however, it hasbecomecommonto
make tracesavailable whena studyis published. As mentionedabore, mary researchersvho distributed
traceshave choserto do soin their original form with full pathnamescluded[ 23, 50].

However, sometracesnherentlyprovide anorymity. For example the Auspe traceq 14] includedonly
hexadecimalle identi ers ratherthanfull pathnamesAlthough back-mappingvastheoreticallypossible



[9], the publishedAuspe tracesapparentlydid notincludeenoughinformationto enablesuchdeductions.
Similarly, the Spritetraceq 5] includedper le uniqueidenti ers (i-nodenumbersyatherthanpathnames.

With the adwent of the Web, researcherkave begunto addresghe privagy issuesnherentin publish-
ing traces. Much of this work hasbeendoneat the IP-addressevel. For example,Paxson[40] provided
simple scriptsthat replacelP addressedy sequentianumbers. A dravback of this methodis that net-
work informationis lost, sothatit becomedlif cult or impossibleto identify closelyrelatedsitessuchas
www.ebay.com andcgi3.ebay.com . Peuhkuri[42] usedMD5 hashingwith paddingby a secretkey
(atracecompressiortechniquewvasalsofoldedinto the anorymizer). Peuhkurialsopresered the network
portionof thelP addressothatindividual networks couldbeidenti ed (this approackcould potentiallybe
aproblemfor lightly populatedClassC networks).

Minshall [31] approachedhe problemof network preserationin a differentmanner Thetcpdpriv
anorymizerusesatransformatiorihatguaranteethatary two addressethatmatchin the rst k bitswill be
anorymizedto valuesthatalsomatchin the rst k bits, while theremainingpits arerandomized: Minshall's
methods describeanly by thesourcecode but Xu [56, Section3.1] explainsthealgorithmquitesuccinctly
Xu alsoproposes signi cantimprovemento thealgorithm which eliminategheneedfor largetablesuses
acryptographicallysecurehash andallows parallelanddistributedanorymization.

Tracesthatincorporatemore extensve information,suchasURLs or le pathnamespresenta differ-
entsetof challenges.Gibson[22] “scrambled”pathnamesisinga variantof the MD5 one-way hashing
algorithm. Eachindividual componenbf the pathnameavashashedo producean 11-characteresult[ 21],
leaving thetotal numberof componentsinchanged.

DouceurandBolosky [18] choseamiddlegroundin releasingheir detailedinvestigationof le sizesat
Microsoft[17]. Eachdirectorycomponentvasindividually hashedisinga keyed one-vay hashsimilar to
thatdescribedn Section4.2.2 The sameone-vay hashwasappliedto the le name.The 3-characterle
extensionwasencodedseparatelyisinga techniquesimilar to sequentiahumbering.To preventexcessie
opacity two smalltranslationtableswerethenprovided alongwith thetracespnegiving thehashedencod-
ing for 8 commondirectorynamesandtheothergiving theencodingfor the 1000mostcommonextensions.
This approachallowed otherresearchert studysomecharacteristicsvhile maintaininga certainlevel of
privacy.

Wolmanet al. [54] took perhapgshe mostaggressie approachin their Web study URLs werepassed
throughMD5 in toto. MD5 wasnotusedfor IP addressesiovever, sincethosecouldeasilybecracledwith
anexhaustve searchlnsteadfour non-algorithmidookuptablesencodedachoctetseparatelyTo provide
furtherprotection severalbits of the IP addressveredeliberatelydestryed beforeencodingsothatevenif
areversecodingwerediscovered,it would be impossibleto associate particularbehaior with a specic
IP addressWolmans tracesarenot publicly available;theseprecautionsveretakeninternallyaspartof the
originaltracecollectionsothatmaximumprivacgy couldbeensured53].

Anonymizationis primarily anissuefor traceghatcontainreadily decipherabléenformation,suchasIP
addressesle namesURLSs, or commandslin theory othertracessuchasmemoryaccesstreamsr the
instructionsexecutedby a CPU, could be usedto reconstructhe datastreamgincluding human-readable
namesandpaths)seernby executingprograms However, anorymizationis muchlessof a concernfor such
tracesfor several reasonsFirst, suchreconstructions quite dif cult; merelysimulatingthe tracemay not
be sufcient without the sourcecodefor the program. Second obscuringthe instructionsrun andvalues
transferredmay male the traceunusablebecauseahe decisionsmadeby the CPU will be differentif the
datais scrambled.Third, thesetypesof tracestypically areshortin humantime scalescovering seconds

Ipotentialusersof tcpdpriv.— shouldnotethatthereis a bugin therandom-numbegeneratiorif thesymbolSVRA4is de ned,
suchthatthereareonly about27.5bits of randomnessgatherthantheintended32.



or minutesof CPUtime. The numberof humanactionsin thistime is small,soevenavery large tracewill
only revealafew humanactions.

3 Dif culties with Existing Approaches

The privagy problemswith unanogymized publicationof tracesareclear andwill not be discussedurther
here.However, anorymizationhasits own dif culties anddravbacks,aswill beseen.

3.1 Information Lossage

As seenin Section2, mostresearchera/ho have concernedhemseleswith privacy have toleratedsignif-
icantlossof informationaspartof the process.The mostcommonapproackhis to simply replacean entire
URL with somesortof encodedequivalent. Althoughthis providesalmostcompleteprivagy for thetraced
users,it alsocreatedlif culties for subsequentesearchersFiles or URLs canbe uniquelydistinguished,
but further analysisbecomesmpossible.Our previous work with lesystem traceshasshawvn that details
of pathnamesanbe usefulto theinvestigator;for example,we have at timesfoundit usefulto separately
characterizenail les [28] ortemporaryles [27]. Baker [4] hascommented:

Pathnamesverenot availablefor the Spritetracesandl don't believe they wereavailablefor
the BSD oneseither This provedto be a mistale for me, sincel noticedbehaior afterwards
thatl wantedto correlatef possiblewith le type.We hadinumberssol wasableto gure out
someof it, but notmuchof it.

Gibson[20, 22] pointsout anothemproblemwith tracingbasedn unique le identi ers suchasinodes:
mary programssuchasemacs modify les by readingthe original le, modifyingit, writing backa new
le with anew uniqueidenti er, andthendeletingthe original le. Fromtheusers pointof view, only the
le' s modi cation datehaschangedthoughthe le systemhasactuallyprocessedbotha le creationand
deletion. With traditionalunique-identi erbasd tracing,the link betweenthe old andnew le would be
notbeavailable,but lename tracingwould allow therelationshipto berecorded.

Recordingfull pathnamesnmay also be useful for long-term le-migration studies,as discussecdy
Miller [30] and Strange[48]. Oneof the studies[48] reportedthat strangebehaior in the tracewasthe
“result of varioushuilds, including a recompilationof emacs.” This studyfurther notedthat “the large
spikesof actiity on userdisksareoftentheresultof a usercopying mary les to or from a differentdisk
orto tape’ This obserationwould notbepossibleon atracewhere les wereidenti ed solelyby aunique
numericvalue.

In Web tracing, knowing the URL is often critical to understandindghe trace. URLs canencodesuch
informationaswhethercontentis staticor dynamic,whetherthe contenthasbeencustomizedo the partic-
ularuser thelanguageausedto createor generatdéhe page or wherethe pageresidesn a subtree Semantic
analysiscanrevealevenmoreinformation,muchof whichis usefulin systemdesign.

3.2 Failuresof Anonymization

We have alsofoundthat someexisting approacheso traceanorymizationprovide lessprivacy thanmight
rst beassumedIn particular unpaddedalgorithmicanorymizationof individual componentganbe sus-
ceptibleto both exhaustive search(sincemary componentgendto be short)andinformedguessing.ln a
Web trace,computingthe hashof commonstringssuchas“cgi-bin ;" “htm,” and“index ” will allow



an adwersaryto identify critical directoriesandimportantclassexf les. In a le trace,valuessuchas
“bin " “root ;" and“Makefile " canbesimilarly usedto identify homeandsourcedirectories.Armed
with this sort of information,semi-exhaustve searcheganlook for commonpatternsor subpatternsuch
as“.c " or“pw=." Sinceadecodedcomponentanbeappliedthroughouthetrace,suchtechniguesanbe
leveragedo uncover considerablymoredetailsthanmight originally be expected.A wise explorer would
dowell to MD5-hashthe namesof all well-knowvn systemexecutablespopularWebsites,andUsenenens
groups(both directly andundercommontransformationsuchas MIME encoding)asa startingpoint for
discoveringinformationthoughtto have beencarefully hidden.

Otherinformationsuchaspageand le sizes(which areusuallyrecordedn traces)andaccespatterns
canbeassociatedvith partially decodedhathnameso aid in the deanogmizationprocess For example,a
regularly accessede in atracemightindicateacron job, while oneaccessednly in the morningmight
be*.profile ” In aWebtrace,amoderatelyjfarge le mightbeworth anexhaustve searctof 5-character
namedollowedby thesufx es".gif” and"“.jpeg”, while averylarge le mightsimilarly desere asearcHor
“.mp3” precededy the namesof popularsongs.Somepagescanbe uniquelyor nearlyuniquelyidenti ed
by a combinationof pathnamendsize;for example,Googles homepageis usuallyaccessedavith a null
pathnamehttp://www.goog| e. com/) andhasa sizethatis stableover long periods. An attacler
might alsousean Internetarchive suchasThe WaybackMachine[52] to correlatepagesizeswith speci ¢
timesanddevelopanattack.

3.3 UndefendableAttacks

Someattackswill remainpossibleunlessnearlyall of theinformationin atraceis destrged. For example,
theideaof usingpagesizesashintsin anattackleadsnaturallyto anextension usingthesizesas ngerprint.
Most nontrivial staticWeb sitescontaina combinationof pagesizesthatareuniqueto thatlocation. If a
moderatelylarge percentagef sucha site appearsn thetrace,it will be possibleto identify the site from
the combinationof sizesalone.Oncethesiteis known, it becomegossibleto correlatetracerecordswith
individual pageswhich in turn may allow somecommonstrings(suchas*login.html " attheroot of
a site) to be identi ed evenif the pathnameportion of the URL is anorymizedin toto usinga one-vay
techniquesuchassequentiahumbering.

Peuhkuri[42] suggestsan interestingchosen-plaintd attackthatwill work againstalmostary anon-
ymizationmethod. The ideais that during tracecollection, the attacler insertsaccessethat will laterbe
identi able throughtiming, size,or ary otherinformationthatis preseredin thetrace.Later, thetracecan
be examinedandthe choserplaintext canbe correlatedwith its anorymized counterpartthis information
canthen be usedto deanogmize othertracerecords. In network traces,the attackcan be enhancedy
forging sourcelP addressesothatthe choserplaintext appeardo comefrom avictim site; this attackwill
succeedavenif adifferentanorymizationencodings usedfor eachsourcelP.

We believe thatthereis no practicaldefenseagainstheseattacks gxceptfor choosingnotreleasdraces
or to includeonly themostbasicinformation(suchastimestampandpaclet size).

4 A Flexible Approachto Anonymizing Strings

For mostpurposeswe believe that Xu's approacH 56] representshe bestcompromisebetweeninforma-
tion preserationandprivacy for IP addressegddowever, becaus®f the dravbacksassociateavith existing
stringanorymizationmethodswe have developedanew approachOur methodseekd4o nd anew balance
betweerthe privagy of usersandthe needsof researchersTo do this, we have placed ne-grainedcontrol
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of privagy into theresearches'or eventheusers’hands.In addition,our approackcanuseeitherof two en-
codingmethodgsequentiahumberingandsecret-ky MD5 hashing)bothof which aresimpleandef cient
yetresistanto mostattacksincludingexhaustve search.

Ourapproachwasdesignedvith thefollowing goals:

Anonymizationshouldpresere asmuchinformationaspossible.In particular it shouldbe possible
to analyzeananorymizedtraceto discover importantnon-private information,suchaswhich URLs
werestaticor which les containedsourcecode.

Whenpossibleanorymizationshouldbeunderthecontrolof theresearchethesystemadministratar
andtheindividual user Whenusersparticipatein the tracecollection,a usershouldbe ableto hide
certainstringsin a simple,corvenient,andfoolproof manner

Anonymizationshouldbe irreversible. It shouldnot be possibleto recover original namesby pro-
cessinganorymizedonesunlessthe attacler hasaccesdo informationnot containedn thetraces.In
particular exhaustve searctshouldnotbeableto producesvenpartialinformationaboutanorymized
pathnames.

Anonymizationshouldnot unnecessarilyncreasehe size of trace les. Tracesarelarge enoughon
theirown withoutadditionalexpansiordueto artifactssuchaschanginga 3-charactepathcomponent
into amuchlongerencryptedrersion.

Whenappropriatejt shouldbe possibleto apply string-basednorymizationto DNS namesyather
thancorvertingthemto IP addresseandthenusingXu's method.

Thereadewill notethatef ciency is notlisted asa goal of our design.We feel thatbecauseanorymi-
zationis usuallyperformedonly onceon atrace,it is acceptabléf the processs somavhatinef cient. The
only caveatis thatif tracecollectionis continuousanorymizationmustbeableto keepup with the average
rateof arrival of new recordswithoutreducingtherateof serviceto users.

4.1 General Approach

Ouranorymizeroperate®nasinglestring(URL or pathnameatatime. Whenastringis to beanorymized,
a bit mask,equalin lengthto the string, is created.The maskrecordswhich partsof the string shouldbe
anorymized.Initially, it is setto all ones,ndicatingcompleteanorymization.

The stringis thenmatchedjn order againsta seriesof regular expressions.If a particularexpression
matchesthebits correspondingo the matchedoortionsof thepathnamereeithersetor cleareddepending
on the expression. For example,in a le trace,”/usr/.* " might causebits to be cleared,indicating
that lenamesin the/usr treeshouldnotbeanorymized,but alaterexpressionusr/games/.* could
neverthelessausethe namesof gamesto be hidden? In a Webtrace,*[/]*$ " could be usedto force
the nal componenbf a URL to be passedn theclear;“[?&]pw=["&]* " couldsubsequentlype usedto
ensurghatembeddegbasswerdswerestill anorymized. The pattern*[A-Za-z0-9]* " is oftenusedasa
nal stepto ensurehatqueryelementspathnameomponentsextensionsgetc. maybeidenti ed assuch?®

20f course,if this werethe only hiddendirectoryin /usr , it would not be dif cult to gure out thatsomegamewas being
played.

3Becausethis choiceis so common,a command-lineswitch offers it as an optimized path that avoids the costof regular
expressiommatching.



After all patternshave beenprocessedthe bit maskwill indicatewhich character®f the string need
to beanorymized. Eachcontiguoussubstringis thenseparatelyencodedandinsertedinto its properplace
amongtheunanoymizedcharacters.

4.2 Encoding Methods

Oncesubstringshave beenbeenidenti ed for anorymization, they are encodedo prevent anyone from
recovering the original valuesfrom the trace. We have investigatedwo differentmethodsfor doingthis:
sequentiahumberingof uniqguepathnamecomponentsandkeyed MD5 hashef pathnamecomponents.
The rst methodis somevhatfasterbut requiresa large lookuptable;the seconds morememory-efcient
andcandynamicallyanorymizetracescollectedacrosanultiple machinesor duringdifferenttime periods.

To increasehe portability andgeneralityof ouranorymizer, we have choseranASCII encodingormat
even thoughbinary would be more space-etient. Text formatsare amenablgo processingoy a wide
variety of general-purposwmols,andcanbeeasilycompressedr corvertedto a binaryformatif necessary
However, noneof ourtechniquesreinherentlyrestrictedto text encoding.Sincethe extensionto binaryis
straightforvard, we will not considerit furtherin this paper

4.2.1 SequentialComponentNumbering

The sequential-numbergmethodrestson a simpleobseration: anorymizedcomponentgppeain a cer
tain orderthatis dictatedby theformatandcontentof thetrace le. Assumingthata particularcomponent
is alwaysencryptedo the sameoutputstring, an attacler canpost-procesary trace,no matterhow com-
plex the encryptionmethod,to replacethe rst-encounteredcomponentwith the number“1”, the second
with “2”, andsoforth. Thus,it is sufcient to usethe samereplacemenimethodologyin our own encoding
method sincedoingsoonly revealsinformationthatcould bereconstructeeh ary case.

To avoid collisionswith stringsthat might appeamaturally the numbersare encodedn base64 and
furtherdelimitedwith auserspeci ed charactef*]” by default), choserto beunlikely orimpossibleto nd
in actualtracedata.

This encodingsystemis implementedy looking up a componentn a hashtable. Eachcomponents
handledseparatelysothat(for example)‘cgi ” will beencodedhesamewvayregardlesof whereit appears
in astring. The systemdoingthe tracingneedonly keepa hashtabletranslatingcomponentsnto integers.
We discusghe memoryrequirements$or suchatablein Section5.

4.2.2 Keyed MD5 Hashes

Usingalookuptableto generatencodedomponentsvorkswell, but hastwo dravbacks.First, it requiresa
largeamountof memory whichmaybeascarceesourcenasener. Secondit is dif cult to “synchronize”
tracendifferentmachinespr evenonthesameamachineafterarestartpecauséhelookuptabledetermines
the encodingof a particularcomponent.Thus,a requestinto a clusterof proxy cachesmight be encoded
differentlydependingonwhich cachdt wassentto, makingit dif cult to studytheoverall streanof requests
to the proxy cachecluster

Keyed MD5 hashing[42] provides an effective solutionto thesedravbacks. Ratherthan keepinga
lookup table corverting componentsnto integers,we simply appenda shortstring constanto eachcom-
ponent,hashit usinga securehashalgorithmsuchasMD5, andoutputthe result. As long asthe constant
is kept secretthereis no way to recover the original component. Hashedmessageuthenticatiorcodes



(HMACSs) [26] usea similar mechanismto provide integrity for messagesransmittedover insecurenet-
works.

This approacho encodingcomponentsillows tracesto be gatheredn separatéocations(or at separate
times)with aminimumof overhead—althatneedbedistributedis asingle,relatively shortstring. A 120-bit
key canbe encodednto 20 characterswhich is sufcient to protectprivacy againstexhaustve search.As
long asthiskey is notdistributed, it will beimpossibleto recover the original componenhamesMoreover,
thekey canbedestrged asa matterof routinebefoe releasinghetraceso the public. Becauset is small,
it neednever berecordedin a computerle at all, and could insteadbe an agumentto the tracecapture
program.A signi cant adwvantageof keyed hashingis thatthe anorymizer neednot keepa lookuptableof
all componentalues dramaticallyreducingmemoryusage.

One potentialdravbackto recordingfull securehashess expansionof the tracelength. Evenif the
hashesare storedin binary a 5-charactecomponentwill be expandedfrom 40 to 128 bits by the MD5
algorithm,aproblemthatwill beexacerbatedf tracesarekeptin amoreeasilyprocessedSCll format. To
addresgshe sizeproblem,we reducethe sizeof the securenashoutputto thetrace. This doesnot affect its
security but doesincreasdghechancehattwo distinctcomponentsvill resultin thesamevaluebeingoutput.
Thechancehatk randomly-chosesequencesf n bitswill all beuniqueise Kk D=2" ¢ K=2"[34]. Since
1 e X xfor smallx, the chanceof a hashedcomponennamecollisionis 1 e ¥=2"  Kk2=2". |f we
assume2?* (16 million) uniquecomponentsandfold the outputof MD5 down to 64 bits, the probability
of confusingexactly two componentsn the entire traceis 0.0015%(2 16): the probability of multiple
collisionsis only slightly higher Moreover, to signi cantly affect the analysisof the trace, both of the
colliding componentsvould have to beimportantto the analysisandappearfrequently

Reducingthe hashlengthto 64 bits, however, still resultsin an expansionfor shortcomponentsfor
example,an ASCII encodingsimilarto base64 thatrecordst bits percharactewill resultin 11-character
hashes. To combatthis problem, we tied the hashlength to the length of the original component(see
Table1). This approachminimizedthe increasen tracelengthwhile preservinganorymity, asshawvn in
Sectionb.

4.3 Anonymization Control

A dif cult questiorin designingaanorymizeris theissueof exactly how muchinformationto hide. Previous
researcherBave takenanall-or-nothingapproachTheformermethod while admirablyprotectingprivacy,
often obscuresnformationthat would be valuableto the researchebut harmlesgo the traceduser The
latter asdiscussegbreviously, is unacceptablen a moderncomputingervironment.

Our anorymizer compromisedetweerthesetwo approachedy allowing ne-grainedcontrolof what
is hiddenandrevealed.The intentionis to maximizethe dataavailableto the researchewhile minimizing
therisk to theuser To this end,a control le de nestheregularexpressionsisedfor anorymization. As
describedn Section4.1, thedefaultis to anorymizethe entirepathnameerringon the sideof privagy if no
control le is given.

Thecontrol le is comprisedbf anumberof one-linecommandseachcontaininga keyword anda reg-
ular expression.Commentsareindicatedby the usualpoundsign. The keyword is eitherpass or clean ,
indicatingthat the patternmatchesnformationthatis to be passedhroughunchangedr anorymized,re-
spectvely. Parenthesizedubepressionsllow the anorymization changeto be limited to a subsetf the
matchedstring.

Figure 1 shaws a simplecontrol le appropriatefor maintainingmaximalprivacy in URLs. Only the
mostinnocuousnformationis left in theclear;mostweb-pageamesandall queryamgumentsareprotected.
However, component-couninformationsuchasthe depthof a particularpageis presered. This example



# Pass only some separators, common
# suffixes, and index pages.

pass \(\(index|main\)\.htmI?\)$

pass \(\(indexJmain\)\.htmI?\)["a-zA-Z0-9.]
pass \(\.asp|\.htmI?|\.php3|\.gif\)$

pass \(\.asp|\.htmI?|\.php3\)["a-zA-Z0-9.]
pass [/.?2#=+&:;"]

# Clean DNS names completely.

clean “[a-zA-Z]*/I(["N*)/

Figurel: URL control le thaterrsonthesideof privagy. NotethatthelP address$s anorymizedseparately
For brevity, thesufx list isincomplete.

# Invert the default of cleaning everything

# Invert the default of cleaning everything zazside. the names of saved mail files

.y .
pass $ . # The home directory name will  be
# Hide everything # preserved

# under /home/medium
clean /home/\(medium\ )$
clean /home/\(medium/ *\) $
(a) Control le thatprovidesintermediateprivagy.

clean /home/relaxed/\ (mail |mai I/ * \)$
# Hide game playing
clean /usr/games.*|/u sr /sh ar e/ games.* | \
Ivar/games.*|/v ar/li b/ games. *
(b) Control le thatprovidesverylittle privacy.

assumeshat|P addressearenot anorymizedseparatelyDNS namesareanorymizedasa unit (including
theusernamandpasswerd, if given).

Figure 2(a) shavs a medium-l&el control le appropriatefor a usernamedmedium, who wantsto
compromisen privagy by allowing systemlenamesto appeaunchangeadvhile hidingthenamef all his
own personalles. *

Finally, Figure 2(b) shawvs a control le thatallows almosteverythingto be seen hiding the namesof
only afew les thatareknown to besensitve.

5 Measurementsand Performance

Any methodof obscuringsensitve informationin tracesmustmeetseveralperformanceriteria: sufciently
low resourcausageto avoid interferingwith normalsystemoperation productionof tracesthataccurately
re ect systembehaior without revealing private information,and generatiorof tracesthat are not much
longerthanthe correspondingion-anogmizedtraces.

5.1 ComponentFrequencies

The numberand relative frequenciesof componentsare importantfactorsin determininghowv well our
approachet anorymizationwill work. We analyzedhe numberof uniquecomponentén Webtracesdrom
the NationalLaboratoryfor Applied Network Researclfhttp://www.nlanr .0 rg /) to seehow mary
uniquecomponent®f varioussizesappearedn thetrace.We performedthis analysison on the references
for anentirecollectionof tracesfor asingleday (July 5th, 2001). DNS nameswereincludedverbatimand
treatedasstrings,ratherthanbeingcorvertedto IP addresses.

4Sincesystemprogramsareidenti ed, a thoroughinvestigatowould still be ableto identify mary other les, suchassources,
browserbookmarkswindow managestartup les, etc.
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Figure2: Cumulative componentounts(asa percentof total) in ourtraceof 4.3 million URL references.
The"unique” line shavs the numberof uniquecomponent®f eachlengthandthe“total hashed'line shavs

thetotal countof component$or eachlength. Thesecountsdo notincludethe unhashed@domponentdisted

in Figure3. The“overall total” line shavs the cumulatve total countfor all componentsincluding those
shawvn in Figure3.

Component
Figure3: Componentsiot hashedor ouranorymizedWWW trace.In additionto the componentshavn,

edu, gov, shtml , jpeg , andmil wereunhashedbut they were omittedfrom the graphbecausehey
eachmadeup lessthan0.1%of the componentsén thetrace.



As shawvn in Figure 2, a compositeof eight proxy cachetraceswith over 4.3 million referencesad
34.7 million componentsbut only 1.28 million uniqguecomponents.Moreover, nearly 40% of the com-
ponentsn the tracewereincludedamongthe 16 listedin Figure 3; thesecomponentsvould likely not be
anorymized unlesstherewasa concernover the typesof sites(.gov vs..edu vs..com, for example)
beingaccessed.Therewere fewer than 75,000unique componentof four charactersor shortey and no
componentengthhadmorethan157,000uniguecomponents.

5.2 Anonymization Rate and Memory Requirements

Theoverall anorymizationrateis dominatedoy threeprimaryfactors:
1. Thenumberof uniqguecomponent$/ anorymizedin eachrecord,
2. Thenumberof regularexpressionN in the control les, and
3. Thematchingef ciency of theregularexpressions.

Thetime requiredby item 1 is approximatehinearin M. In the sequence-numbanethod,this value
is dominatedby lookuptime in ourimplementatior(which useshashtables). The lookuptime is approxi-
matelyconstanfor reasonablyghortcomponentengths.In thekeyed-hashingnethod thetime percompo-
nentis dominatecby the overheadof the MD5 algorithmandthe costof hashingthe appendedkey, which
againareapproximatelyconstant.

Sinceeachregularexpressioris searchedor separatelythetotalanorymizationtimeis linearly propor
tional to N. For factor 3, we have found that mostof the regular expressionsisedin practicearelinearin
the lengthof the matchedstring, sothatthis factorcanusuallybeignored. However, if maximalspeeds
important,it is critical to minimizethe numberof regularexpressionsandto avoid writing expressionghat
will causeaxcessie backtracking.

Thus,the overall compleity of anorymizationis O(MN).

To quantifytheapproximatgerformancef ouranorymizationmethodswe ranour C++-base@norymizer
onthetracedliscussedh Section5.1 Only theanorymizationmethodwasvaried;all otherfactorsremained
constantAll timing experimentsvereperformedna400-MHzPentiumll processowith 256 MB of mem-
ory. All anorymizationoutputuseda base-64ASCII outputencodingfor portability; we expectthatbinary
outputwould be fasterby anapproximatelyconstanfactor All of ourtestrunsmadeuseof the optimized
codefor separatingomponentst non-alphanumerics.

5.2.1 SequenceNumbers

Anonymizing the compositeraceof 4.3 million recordsto /dev/null usingsequenceumberdook 537 sec-
onds,achievzing arateof 8121 records/secondlhe averagerecordcontainedl0.24separatelyanorymized
componentssotheanorymizercleanedB3242components/second.
As expected addingcontrol patternshada signi cant effect on performance Whenrunwith a control
le thatpassedhe 21 componentdistedin Figure 3, usinga singleregular expressiorto matchthem,the
sequence-basexhorymizertook 633 secondgo cleanthetrace,a rate of 6898records/secondnd 70701
components/secor(dountingboth cleanedandpasseaomponentsor the purposeof calculatingthelatter
gure). Whenthe 21 componentsvere listed in 21 separateegular expressionsthe time jumpedover



tenfold: 6565secondspr 665 recordsand6815componentper second.Clearly it is critical to minimize
the numberof regularexpressionsn ourimplementatior?.

As discusse@bore, thelookuptablecontainsoneentryfor eachuniguecomponentln ourimplemen-
tation (which hasnotbeenoptimizedfor space)eachentryoccupiesapproximatel\82 bytesplusthelength
of thecomponentSincemostcomponentgareshort(seeFigure 3), few entriesoccugy morethan40 bytes,
sothe entiretablecanbe storedin 50-100MB, dependingon the load factorchosen.Note thatthe table
sizeis primarily affectedby the numberof uniquecomponentsn this large Webtrace. A tracewith fewer
uniquestrings,suchasatypical lesystemtrace wouldrequirecorrespondinglyessmemory Whenrunon
the compositerace,the hash-basednorymizergrewn to amaximumsizeof 95.2MB.

5.2.2 KeyedHashing

Keyedhashingvassubstantiallyslower; anorymizing the sametracewith no patternsle took 778seconds,
for arateof 5612records/secondr 57521 components/seconddowever, asexpected,the datasizewas
vastlysmallerthanfor sequencaumbersthe maximumprocessizeduringthe sametestwasonly 1.9 MB.

It is worth noting that even a fastWeb sener [37] canhandleonly about1040referenceper second
on the 400-MHz processowe usedfor our tests® Thus,anorymizing with keyed hashingwould consume
lessthan 19% of the CPU on a dedicatedWeb sener; with appropriatepriority settings,tracescan be
bufferedduringload spikessothatcostof anorymizing will not affect the peakperformancenf the sener.
Alternatively, a singlededicatednachinecould anorymize the tracesgeneratedy 5 seners. SomeWeb
seners,suchasApache canpipetheirtraceoutputdirectly to a program;otherscanbe setup to write their
logs to a namedpipe, makingit possibleto anorymize on the y without ever recordingunanogymized
information.

5.3 ReducingTrace Size

Somepreviousapproachet anorymization[18, 22] couldcausancreasei thetracesize.Giventhelarge
storagaequirement®f tracing,furthersizeincreaseseemundesirable.

Ourstudycon rms thewidely-heldbeliefthattherearerelatively few uniquecomponentsvenin alarge
Webtrace.We canusethis knowvledgeto anorymizethetracewithoutdramaticallyincreasinghetracesize.
In this section,we will discussour two approacheso anorymizing traceswithout a sizeincrease:secret
hashingof componentsandthe useof alookuptableto translatecomponentinto numbers.

5.3.1 SequenceNumbers

Sequentiallynumberingcomponentss mostef cient if the mostfrequentlyreferencedomponentseceve
the lowestnumberssimilar to a Huffman code. Creatingsuchan encodingwould requiremultiple passes
throughthe input, which is not practicalfor online applications. In practice,howvever, our methodstill
reducedhe overall tracesize. Whenrun on the compositeNLANR tracewith full anorymizationenabled,
theoutput le wasonly 72% of theinput size. Someof thatreductionwasdueto thefactthatIP addresses
wereanorymizedasa unit, cutting 12-15charactergo 4-6. Offsettingthatadwantagewasthe factthatall
anorymized stringswere boundedoy a uniquecharacteion both sides,so that no anorymized string was

SAlternatively, all of the expressionsould be compiledinto a single statemachine.However, the library thatwe useddid not
supportthis option.
6This gure wascalculatedby adjustingthevaluein Table1 of [37] for clock rate.



Component| Hash .
Ratio
length length

1 4 4.0

2 4 2.0

3 6 2.0

4 6 15

5 8 1.6

6 8 1.3

7 10 1.4

8 10| 1.25
9+ 10| <11

Tablel: Hashlengths(in charactersjor varioussizesof pathnamecomponentsHashegack6 bits per
characteusinga schemesimilarto base64encoding.

shorterthan3 characterandall but 64 were4 character®r longer while mary inputcomponentgarevery
short.

5.3.2 KeyedHashing

Hashingeachcomponenasdescribedn Section4.2.2will preventtraceconsumerfrom guring outwhich
componentgorrespondo which plaintext words. However, the naive approacho storingthe components
requiresthatalarge hashbeusedfor eachcomponentincreasinghesizeof thetrace.

For example,the 4.3-million-referencaVeb tracewe studiedhad 34.7 million componentspf which
23 million were not amongthe unanoymized componentdisted in Figure 3. Hashingeachanorymized
componentnto a 60-bit valuederived from an MD5 hashwould require10 bytes(charactersper compo-
nent,for atotalof 231MB. Theoriginalcomponentgsorrespondingo this datawould only require150MB;
the hashesvould thusexpandthis portionof thetraceby 54%. Reducinghe hashsizeto 54 bits (9 charac-
ters)would still expandthe componentdy 39%, andthis approachwould have a2 # chanceof collision
for aone-daywebtrace.

To further reducethe size of the trace,we variedthe length of the hashvalue basedon the length of
the component.This doesnot signi cantly wealen the anorymizationbecauseherearestill far too mary
combinationsof component®f x edlengthto drav ary conclusionshasedsolely on componentiength.
Reducingthe length of the hashfor shortercomponentsvorks becausehere are fewer componentof
shorterlengths—hardlya surprisebecausdgherearelimited numbersof shortercomponentsandmary of
themmale little sensen English. Thevariable-lengtthashesve usedaresummarizedn Table 1.

Applying theseshorterhashlengthsfurther reducedthe size of the componentgo 176 MB, for an
expansionfactorof 18% over the unanoymizedtrace. By switchingto 54-bit hashedor 7-characteand
longercomponentsye furtherreducedheanorymizedcomponensizeto 167MB, or 112%of theoriginal
componentength. Theexpansiorratiosof all of thehashingmethodswe tried areshavn in Figure 4.

6 Conclusions

Tracingis animportanttool in thearsenabf systemsandnetwork researcherdn the pasttracesharinghas
beenlimited by thedangerof revealingprivateinformation. Anonymization,whenapplied,hastendedo be
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Figure4: Expansiorfactorsfor varioushashingapproachesvertheunanogymizedcomponentsTheseac-
torsareworst-casevalues,andexcludeportionsof thetracenot anorymizedsuchascomponenseparators,
timing information,andoperationcodegGET, POST, etc.).

ad-hog hassometimedailedto achieve its goals,andhasoftenintroducedundesirableharacteristicinto
thetraceddata.

We have presentech nev and e xible approachthat allows anorymizationto be limited to sensitve
componentf thetrace.We have alsopresentedwo anorymizationmethodghatcanguarante@anorymity
andprivacgy without excessie growth in thetracesizeor unacceptabl€PU demandsOneof the methods
runsfasterandproducesmallertracesattheexpenseof requiringalarge databasen asinglesystemwhile
the otherproducedargertracesbut canbe usedin a distributedervironment.Both methodsaresuitablefor
generaluse.

Software Availability

Thesoftwareusedin this projectis availablefor dovnloadat:
http://ssrc.cse .u csc.e du/s of tware .s ht ml.
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